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Abstract

Generative artificial intelligence (GenAl) can produce polished mathematical solutions, executable code, persuasive media, and
professional recommendations, yet fluency does not establish correctness, provenance, security, or contextual fitness. Existing
Al-literacy frameworks appropriately describe broad competencies, while emerging studies in mathematics, programming, and
health professions education show the value of domain-specific validation. What remains underdeveloped is a portable
instructional process that makes verification, uncertainty, and reliance observable across disciplines. This conceptual article
introduces TRACE-AI: Translate the task and stakes; Represent the problem, assumptions, and constraints; Audit the Al's
reasoning and output; Corroborate pivotal claims through independent evidence, tests, or tools; Estimate uncertainty and
warranted reliance; Act proportionately by accepting, revising, rejecting, or escalating; and Internalize learning through reflection
and unaided transfer. The framework was developed through a theory-informed critical synthesis of Al literacy, mathematical
problem solving, computational thinking and debugging, epistemic cognition, self-regulated learning, and trust calibration. Each
stage produces an assessable artefact, and a risk gate increases verification and human oversight as uncertainty, irreversibility,
or potential harm rises. Worked applications in mathematics, programming/cybersecurity, and health-professional reasoning
demonstrate invariant functions with discipline-specific standards of proof. An assessment architecture distinguishes final-
answer quality from process quality, appropriate reliance, confidence calibration, verification quality, and delayed unaided
transfer. Six propositions define a research programme for comparative and randomized evaluation. TRACE-ALI is not presented
as an effectiveness-tested intervention; it is a transdisciplinary curriculum and research architecture requiring contextual
adaptation and empirical validation. Its contribution is to move GenAl education beyond prompt production toward disciplined
human judgment about when Al output deserves trust.
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1. Introduction

Generative artificial intelligence (GenAl), a form of artifi-
cial intelligence (Al), has made sophisticated-looking solu-
tions available before many students have developed the
knowledge needed to judge them. A prompt can return a proof,
a program, a statistical explanation, a patient-management
suggestion, or a cybersecurity recommendation in seconds.
The educational problem is not simply that these outputs can
be false. It is that they can be partly correct, elegantly pre-
sented, and consequentially wrong in ways that invite prema-
ture trust. Large language models (LLMs) may fabricate ref-
erences, omit assumptions, conceal uncertainty, reproduce
bias, or offer technically valid advice that is unsuitable for the
learner's context [11, 12]. Fluency lowers the subjective cost
of acceptance; it does not increase the epistemic warrant of the
ansSwer.

Al literacy scholarship has established that students need
more than operational skill. Influential frameworks encom-
pass understanding Al, using and evaluating it, creating with
it, and engaging with its ethical and societal implications [15,
17, 18, 20]. A recent systematic review found GenAl literacy
to be multidimensional across educational and organisational
settings, with competencies spanning technical, cognitive,
communicative, and ethical domains [25]. Critical Al-literacy
scholarship further foregrounds power, agency, data, fairness,
and sociotechnical context [32]. These are essential curricular
destinations. However, a competency taxonomy does not by
itself specify what a student should do, in what order, when
facing a plausible Al-generated answer under time, evidence,
and risk constraints.

At the same time, discipline-specific research is beginning
to reveal what productive verification can look like. Mathe-
matics educators have used rational questioning to move stu-
dents from result matching toward criterion-guided validation
of Al-generated solutions [36]. Programming students value
GenAl but can find Al-generated code more difficult to cor-
rect than instructor-designed tasks [13], while structured
GenAl-assisted debugging appears to reorganise patterns of
critical thinking without uniformly improving all performance
components [1]. In high-school mathematics, access to an un-
guarded GenAl interface improved assisted performance but
harmed subsequent unaided performance; safeguards reduced
that harm [3]. These studies converge on an important distinc-
tion: a high-quality Al-assisted product is not necessarily evi-
dence of learning, verification competence, or appropriate re-
liance.

The conceptual gap lies between broad literacy frameworks
and domain-specific teaching techniques. Higher education
needs a transdisciplinary mechanism that preserves the evi-
dentiary standards of each subject while giving students a sta-
ble routine for deciding whether Al output warrants action.
This article proposes TRACE-AI: Translate, Represent, Audit,
Corroborate, Estimate, Act, and Internalize. The framework
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integrates mathematical problem solving, computational
thinking and debugging, epistemic cognition, self-regulation,
and trust calibration. It is intended for university and teacher-
education contexts, with worked illustrations in mathematics,
programming/cybersecurity, and health-professional reason-
ing.

The article makes four contributions. First, it identifies ver-
ification as the missing procedural layer between Al-literacy
competence and disciplinary performance. Second, it defines
seven learner actions that each yield assessable evidence.
Third, it introduces a risk gate that scales corroboration and
human oversight to uncertainty and potential harm. Fourth, it
specifies outcomes and propositions for empirical evaluation,
including appropriate reliance and delayed unaided transfer.
TRACE-AI is a theory-informed conceptual framework, not
an effectiveness-tested intervention. No primary data are re-
ported.

2. Approach to Framework Development

TRACE-AI was developed through a theory-informed crit-
ical synthesis. The purpose was conceptual integration and de-
sign translation, not exhaustive evidence retrieval, meta-anal-
ysis, or estimation of intervention effects. Literature was pur-
posively selected from six intersecting bodies of work: Al and
GenAl literacy; mathematical problem solving and validation;
computational thinking, programming, and debugging; epis-
temic cognition and vigilance; self-regulated learning and
cognitive offloading; and human-automation trust and risk.
Seminal theory was combined with recent reviews and empir-
ical studies published through July 2026. Backward and for-
ward citation tracing was used to test whether the proposed
functions were already represented in adjacent frameworks.

Source selection was iterative rather than systematic. Can-
didate sources were retained when they contributed a distinct
construct, instructional mechanism, empirical boundary con-
dition, or disciplinary verification practice; duplicative or
product-specific items without transferable instructional im-
plications were not prioritised. No formal risk-of-bias score
was applied, and the synthesis makes no claim of exhaustive
coverage.

Framework construction followed three design questions.
What learner actions are required before, during, and after Al
consultation? Which elements should remain invariant across
disciplines, and which must be governed by disciplinary
standards? What evidence would distinguish successful task
completion from warranted reliance and durable learning?
Candidate stages were retained only if they satisfied four cri-
teria: each had a distinct instructional function; each generated
an observable artefact; omission created an identifiable failure
mode; and the function could transfer across at least mathe-
matics, computing, and a professional decision domain.
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The resulting framework is deliberately mid-range. It does
not replace comprehensive Al-literacy frameworks, a mathe-
matics curriculum, secure software-development practices,
clinical guidelines, or institutional Al policy. Instead, it con-
nects them at the point of learner action. It also avoids prod-
uct-specific instructions: model labels, interfaces, and capa-
bilities change, whereas the need to define the task, represent
the problem, test claims, estimate uncertainty, and justify reli-
ance persists.

Because this conceptual article synthesises published liter-
ature and reports no primary data or research involving human
participants, animals, or identifiable records, institutional eth-
ics approval and informed consent were not required. A gen-
erative Al system was used for structural development, draft-
ing, and language editing; it did not make accountable deci-
sions. The authors verified all scholarly claims and references
and remain responsible for the conceptual contribution, disci-
plinary accuracy, interpretation, and final text.

3. The Conceptual Problem: From
Competent Use to Warranted Reliance

3.1. Why Prompting Is an Incomplete
Educational Target

Prompt construction can improve the relevance, structure,
or transparency of an output, but it cannot guarantee truth,
valid inference, secure code, authentic provenance, or contex-
tual appropriateness. A student may write an excellent prompt
and still receive a flawed solution. More subtly, a student may
receive a correct answer but bypass the retrieval, representa-
tion, and error-monitoring processes through which expertise
develops. Teaching prompt templates without a verification
architecture risks equating productive interaction with justi-
fied belief.

This distinction matters because assistance can raise perfor-
mance while it is available and reduce performance after it is
removed. Cognitive offloading is useful when a tool extends
human capability, but educationally hazardous when it substi-
tutes for the cognitive process being taught [26]. The design

4. Theoretical Foundations

challenge is not to eliminate offloading. It is to decide which
work may be delegated, which must remain human, and how
the learner will know whether the delegated result is depend-
able.

3.2. Verification Is Disciplinary and
Transdisciplinary

Verification has a common structure but different standards.
A mathematical claim may be checked against definitions,
theorem conditions, symbolic transformations, counterexam-
ples, or independent computation. Code may be evaluated
through tracing, compilation, unit tests, boundary cases, static
analysis, dependency inspection, and security review. A pro-
fessional recommendation may require current guidelines, pa-
tient or client context, local policy, and accountable human
oversight. The invariant educational question is whether the
evidence is strong enough for the intended use; the answer de-
pends on the domain.

This is why generic fact-checking is insufficient. Verifica-
tion requires claim prioritisation, source or test selection, in-
terpretation, and a decision about residual uncertainty. It is
both epistemic and practical. TRACE-AI therefore separates
Audit, an internal examination of the Al output, from Corrob-
orate, an independent test using evidence or tools not con-
trolled by the same output. Asking the model to confirm itself
may reveal inconsistency, but it is not independent corrobora-
tion.

3.3. Awareness Does Not Guarantee Detection

Students may know that Al can hallucinate yet remain una-
ble to locate a subtle error in a proof, identify an insecure de-
pendency, or recognise a fabricated audiovisual claim. Prior
work in Nigerian tertiary institutions similarly found a gap be-
tween reported digital and cybersecurity awareness and prac-
tical detection of manipulated media [23]. Awareness is there-
fore a necessary but weak proxy for verification performance.
Instruction must place learners in situations where credibility,
correctness, and consequence are judged through observable
action.

Table 1. Disciplinary and theoretical contributions to TRACE-AL

Knowledge base Core contribution

Problem representation, heuristic
selection, logical justification, modelling,
checking

Mathematics
education

Computer science
education

Decomposition, abstraction, algorithmic
thinking, testing, debugging

Most visible stages

Translate; Represent;
Audit; Corroborate

Represent; Audit; Cor-
roborate; Act

119

Failure made visible

A correct result with an invalid
transformation or an unstated domain
restriction

Executable code that fails at boundaries,
exposes data, or violates requirements
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Knowledge base Core contribution

Epistemic cognition
and vigilance

Epistemic aims, standards, reliable pro-
cesses, source and testimony evaluation

Trust calibration and  Appropriate reliance, automation bias,

risk consequence-sensitive oversight
Self-regulated learn- ~ Forethought, monitoring, reflection, strat-
ing egy adaptation, transfer

4.1. Mathematical Problem Solving: Represent
Before Calculating

Pdya's familiar sequence—understand the problem, devise
aplan, carry out the plan, and look back—established problem
solving as more than answer production [24]. Schoenfeld [28]
added the importance of resources, heuristics, control, and be-
liefs, while mathematical competency perspectives emphasise
modelling, representation, reasoning, symbols, communica-
tion, and tools [21]. Empirical work in the Nigerian context
has also shown the instructional value of PAya-oriented prob-
lem solving for algebra achievement and retention [22].
TRACE-AI retains this discipline's insistence that the solver
construct a mathematical object before accepting a procedure.

Represent is therefore not a paraphrasing exercise. Learners
specify quantities, relationships, units, assumptions, con-
straints, and the form a legitimate answer must take. Audit
then examines whether the Al solution preserves these ele-
ments, applies rules under valid conditions, and supplies war-
rants rather than only steps. Corroboration can use substitution,
alternative derivation, graphing, dimensional checks, or coun-
terexamples. Recent mathematics-education research supports
moving students from intuitive agreement and result matching
toward explicit criteria for validating Al-generated solutions
[36].

4.2. Computational Thinking and Debugging:
Treat Output as a Testable Artefact

Computational thinking frames problem solving through
practices such as decomposition, abstraction, algorithmic de-
sign, representation, iteration, and evaluation [8, 29, 34]. In
mathematics and science classrooms, these practices include
data work, modelling and simulation, computational problem
solving, and systems thinking [33]. TRACE-AI imports a par-
ticularly important computing disposition: an output is not
trusted because it looks finished; it is subjected to tests de-
signed to make it fail.

Debugging is epistemically valuable because it requires hy-
potheses about failure, evidence from program behaviour, and
iterative correction. This is directly relevant to GenAl, which

Most visible stages

Audit; Corroborate;
Estimate

Estimate; Act

Translate; Represent;
Internalize
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Failure made visible

Believing a plausible explanation because
it is fluent or cited-looking

Following advice despite weak evidence
in a high-stakes situation

Completing an assisted task without be-
ing able to solve a related task inde-
pendently

may produce code that compiles yet is inefficient, brittle, in-
secure, poorly documented, or mismatched to requirements.
Students report favourable perceptions of GenAl while strug-
gling disproportionately to correct LLM-generated code [13].
A systematic review of GenAl in programming education
likewise identifies the need to preserve foundational logic and
higher-order thinking through intentional integration and as-
sessment [19]. TRACE-AI uses test cases, trace tables, linters,
static analysis, peer review, and security checks as forms of
independent corroboration rather than optional finishing
touches.

4.3. Epistemic Cognition and Vigilance:
Evaluate How Knowledge Claims Earn
Acceptance

Epistemic cognition concerns aims such as truth or under-
standing, standards for judging whether those aims have been
met, and processes considered reliable for doing so [2, 5]. Ep-
istemic vigilance concerns the cognitive and social mecha-
nisms through which people evaluate communicated infor-
mation and its source [30]. GenAl complicates both: the ap-
parent speaker is a system that can synthesise language with-
out stable belief, lived responsibility, or direct access to every
fact it states.

TRACE-AI makes the epistemic basis of acceptance ex-
plicit. Students identify the claim, the standard that should
govern it, the evidence used, and the uncertainty that remains.
Source evaluation includes authority, currency, independence,
relevance, and contextual fit. A citation's existence is only the
first check; it must actually support the claim. The aim is not
universal scepticism but warranted belief proportionate to ev-
idence.

4.4. Trust Calibration and Risk: Reliance
Should Track Capability and Consequence

Trust in automation is appropriately calibrated when reliance
corresponds to what the system can do in the relevant context
[9, 14]. Automation bias can produce commission errors, in
which incorrect advice is followed, and omission errors, in
which unflagged information is overlooked [16]. Cognitive
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forcing functions—such as requiring an initial judgment or jus-
tification before viewing Al advice—can reduce overreliance,
although they add effort [4]. These insights motivate the order-
ing of TRACE-AI: learners define and represent before expo-
sure to an answer, then make reliance explicit after corrobora-
tion.

Reliance is also risk-sensitive. The evidentiary threshold for
accepting a wording suggestion is not the threshold for accept-
ing a medication dose, a security configuration, or a statistical
conclusion that will drive policy. TRACE-AI's risk gate in-
creases corroboration and human oversight when potential
harm, irreversibility, uncertainty, or local variation rises. The
framework therefore resists both blind trust and reflexive dis-
trust. Correct, low-risk assistance may be accepted efficiently;
consequential claims require stronger evidence and, where ap-
propriate, an accountable expert.

4.5. Self-regulated Learning: Preserve the
Learner's Agency and Transfer

Self-regulated learning involves forethought, performance

monitoring, strategic control, and reflection [35]. TRACE-AI
distributes these functions across the cycle. Translate estab-
lishes the goal; Represent externalises the learner's initial un-
derstanding; Audit and Corroborate monitor progress; Esti-
mate and Act regulate reliance; Internalize supports reflection
and transfer. The final stage is indispensable because assisted
success can conceal fragile knowledge. A related, delayed task
completed without Al tests whether the learner has acquired a
strategy rather than merely borrowed an answer.

5. The TRACE-AI Framework

TRACE-AI is a seven-stage cycle (Figure 1). The sequence
is initially explicit and instructor-scaffolded. As learners be-
come more capable, prompts and approved-source lists can
fade, but the functions remain. A cycle may return from Cor-
roborate to Represent when evidence reveals that the problem
was incorrectly framed, or from Act to Audit when a proposed
revision introduces a new claim.

TRACE-AI: a risk-scaled verification workflow

Reason first « test claims + rely only in proportion to evidence and stakes

T TRANSLATE R REPRESENT

Problem, data,
assumptions, constraints

Task, purpose
and stakes

A AuDIT C CORROBORATE

Independent evidence,
tests and tools

Reasoning, sources,
code or calculations

RISK GATE

Higheruncertainty or harm — stronger corroboration, human oversight and slower|action

| INTERNALIZE

A AcT

Reflect, generalize,

transfer without Al or escalate

Accept, revise, reject

ESTIMATE

E

Uncertainty and
warranted reliance

Evidence produced across the cycle

task brief  problem representation + audit trail =

verification record «

confidence estimate « action rationale * unaided transfer

Figure 1. The TRACE-AI verification cycle. Each stage produces an observable artefact. The central risk gate scales verification and human
oversight to uncertainty, irreversibility, and potential harm. Original framework proposed in this article.
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Table 2. Operational specification of the TRACE-AI stages.

Observable arte-

Stage Function Guiding questions fact Failure prevented
Define the task. What exactly must be decided or . . .
1. . . ’ Y Task-and-stakes Solving a different, easier, or
audience, intended use,  produced? Who may be affected? What .
Translate brief lower-stakes problem
and stakes. counts as success?
2 Repre Externalise the problem  What are the data, relationships, assump- Problem represen- ~ Anchoring on the model's
Sént p before accepting Al tions, constraints, unknowns, and initial tation or unaided formulation; missing units or
framing. expectations? baseline requirements
. Which claims, steps, sources, calcula- Equating fluency, length, ci-
. Interrogate the internal . P . . Annotated output q 8 %, “engt
3. Audit . tions, code paths, and omissions are piv- . tations, or execution with
quality of the output. and issue log
otal? correctness
. Which theorem, source, alternative Claim-test-evi- Asking the same model to
4. Corrob-  Test pivotal elements . . o .
. method, test case, tool, or expert can inde-  dence-verdict rec-  verify itself; checking only
orate independently. . .
pendently challenge this claim? ord the final answer
S Esti Judge residual uncer- How strong and independent is the evi- Confidence esti- False precision; confidence
n;ate tainty and warranted re-  dence? What remains unresolved? How mate with risk driven by presentation rather
liance. costly is error? classification than evidence
. Should the output be accepted, revised, re- . . . . .
Choose a proportionate . P P Action decision Using partially verified out-
6. Act jected, or escalated? What safeguards are . .
response. . and rationale put beyond its safe scope
required?
. . ‘What rule, misconception, test, or strate Reflection plus . . .
7. Inter- Convert assistance into . P 24 . P Submission without learning;
. . should be retained? Can I solve a related unaided transfer
nalize transferable learning. repeated dependence

task without AI?

5.1. T — Translate the Task and Stakes

Students first convert an assignment or problem into a de-
cision statement. They identify the intended audience, use,
time horizon, and consequences of error. A mathematics
homework explanation, a program deployed with personal
data, and advice affecting patient care cannot share the same
verification threshold. The learner assigns a provisional risk
level—low, moderate, or high—and explains it. Faculty
should grade the justification, not only the label.

Operational risk-gate criteria are as follows. Low risk ap-
plies when the output is reversible, affects only a draft or prac-
tice task, has no sensitive data or third-party consequence, and
can be checked readily; use at least one targeted check. Mod-
erate risk applies when the output may influence assessment,
shared data or code, or a consequential interpretation but re-
mains reversible and reviewable; use two independent checks,
or one authoritative source plus a direct test. High risk applies
when error could cause material harm, expose sensitive data,
compromise security, violate law or professional duty, or trig-
ger an irreversible action; do not act without authoritative cor-
roboration and accountable human review. When criteria con-
flict, assign the highest applicable level.

task

5.2. R — Represent the Problem, Assumptions,
and Constraints

Before viewing or accepting an Al solution, students con-
struct an unaided representation appropriate to the discipline.
In mathematics this may include a diagram, variables, units,
domain restrictions, and an expected range. In programming
it may include inputs, outputs, invariants, data types, threat as-
sumptions, and test cases. In professional reasoning it may in-
clude the person's context, priorities, missing information, and
applicable policy. This stage creates a baseline against which
Al influence can later be observed.

5.3. A— Audit the AI's Reasoning and Output

Audit converts a polished answer into inspectable compo-
nents. Students mark factual claims, inferential steps, citations,
assumptions, code branches, calculations, and omissions.
They identify which components are pivotal—meaning that
an error could change the conclusion or action. The audit is
adversarial but not performatively sceptical: the purpose is to
locate vulnerability, not to prove the system wrong. A useful
rule is to challenge the strongest-looking claim as well as the
most doubtful one, because fabricated confidence often clus-
ters around technical detail.
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5.4. C — Corroborate with Independent
Evidence, Tests, or Tools

Students test pivotal claims using a method that does not
merely repeat the original generation process. Mathematical cor-
roboration may involve an alternative proof, substitution, graph,
dimensional analysis, or a counterexample. Programming cor-
roboration may involve hand tracing, compilation, unit and prop-
erty-based tests, static analysis, dependency checks, or peer re-
view. Professional corroboration may involve authoritative guid-
ance, primary literature, local policy, or an accountable specialist.
Evidence is recorded as supporting, contradicting, partly support-
ing, or unresolved. Multiple weak sources do not necessarily
equal one strong, directly relevant source.

5.5. E — Estimate Uncertainty and Warranted
Reliance

The learner estimates confidence after corroboration and
separates three questions: How likely is the claim to be correct?
How complete is it for this context? How safe is it to act on?
A response may be likely correct but incomplete, or correct
for a generic case but unsafe locally. Confidence should be
expressed with a brief evidence-based rationale rather than as
a bare percentage. Instructors can compare pre-Al and post-

6. Cross-disciplinary Applications

verification confidence with objective performance to identify
overconfidence and unproductive deference.

5.6. A— Act Proportionately to Risk

Four actions are available: accept, revise, reject, or escalate.
Acceptance means the evidence is adequate for the stated use,
not that the system is generally trustworthy. Revision means
useful components are retained while errors, omissions, or
contextual mismatches are corrected. Rejection is appropriate
when pivotal claims fail. Escalation is appropriate when un-
certainty remains consequential, required evidence is inacces-
sible, or the learner lacks authority. The action record states
what may be used, what may not, and under what conditions.

5.7. 1 — Internalize Through Reflection and
Unaided Transfer

Students articulate what the verification process changed: a
misconception corrected, a test that exposed failure, a source
criterion learned, or a risk cue that altered action. They then
complete a structurally related task without GenAl, ideally af-
ter a delay. Internalize prevents the framework from becoming
a compliance checklist. Its success is demonstrated when the
learner independently deploys a better representation, verifi-
cation test, or escalation decision in a new context.

Context

Mathematics:
conditional
probability

Programming: au-
thentication func-
tion

Cybersecurity/me-
dia: urgent voice
message

Health-profes-
sional reasoning:
dosage suggestion

Table 3. TRACE-AI applications across disciplinary contexts.

Tllustrative Al vulner-
ability

Al applies Bayes'
theorem but confuses
sensitivity with the
posterior probability
and omits the base rate.

Al-generated code runs
but stores passwords in-
securely and fails on
malformed input.

A persuasive audio clip
appears to request a
confidential transfer
from a known authority.

Al provides a plausible
dose but ignores renal
impairment and a lo-
cally used formulary.

Independent corroboration

Represent events and prevalence;
recompute using a probability tree
or natural frequencies; test limiting
cases.

Trace data flow; create bound-
ary/adversarial tests; run linter and
dependency/security checks; com-
pare secure-coding guidance.

Inspect provenance and channel;
verify through a separate trusted
contact; check contextual inconsist-
encies; preserve evidence.

Reconstruct patient factors; calcu-
late independently; check current
formulary/guideline; consult ac-
countable clinician/pharmacist.

123

Risk-proportionate
action

Revise the solution
and explain why the
base rate changes
interpretation.

Reject unsafe com-
ponents, revise with
approved library,
and request security
review before de-
ployment.

Do not comply; es-
calate through insti-
tutional incident
procedure.

Reject or revise; es-
calate before any
patient-facing ac-
tion.

‘What assessment should
detect

Correct number with
invalid reasoning, missing
domain conditions, or
unsupported
generalisation

Compilation treated as
correctness; security and
privacy omitted

Familiarity and urgency
substituted for authentica-
tion

Correct generic advice
applied to the wrong pa-
tient or jurisdiction
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6.1. Mathematics Education

A teacher can provide a calculus, algebra, statistics, or mod-
elling problem together with an Al-generated solution that is
correct, partly correct, or subtly flawed. Students must first
represent the problem and predict features of the answer be-
fore examining the output. The audit should target definitions,
theorem conditions, logical transitions, notation, efficiency,
and communicative adequacy. Corroboration should include
at least one method not copied from the Al. This design ex-
tends Pdya-style looking back into an environment where the
apparent solver is external and may be unreliable.

Variation is important. If every Al solution contains a
planted error, students learn ritual distrust. A balanced se-
quence includes correct solutions, incorrect solutions, correct
results reached invalidly, and solutions that are mathemati-
cally sound but poorly communicated. Students should some-
times accept Al output after adequate testing. Calibration, not
rejection, is the target.

6.2. Computer Science and Cybersecurity
Education

In programming, the unit of verification should be broader
than whether code executes. Requirements, logic, complexity,
readability, security, privacy, licensing, dependencies, and
maintainability may all be consequential. Learners can receive
Al-generated code with one or more seeded vulnerabilities
and build a test plan before running it. Audit artefacts may
include an annotated code review, threat model, test suite, and
explanation of each correction. The framework is compatible
with pair programming and peer review: one learner acts as
implementer and another as verifier, then roles rotate.

Cybersecurity cases make the risk gate concrete. An Al-
generated incident response, phishing classification, or ac-
cess-control configuration can be evaluated against a threat
model and institutional policy. Social-engineering and deep-
fake cases also demonstrate that polished language and famil-
iar identity cues are not authentication. Independent-channel
verification, provenance checks, and escalation procedures are
forms of corroboration. This connects technical education
with digital and media literacy rather than treating them as
separate awareness topics.

6.3. Health-professional and Other Professional
Education

Professional programmes add accountability, contextual
variation, and potential harm. A plausible recommendation
may be wrong because of missing client information, local re-
sources, law, scope of practice, or current guidance. Health-
professions studies show susceptibility to incorrect clinical
decision support, the importance of calibrated trust, and the
possibility that access to a capable model may not improve
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users' reasoning without effective integration [6, 7, 27].
TRACE-AI requires patient or client data to be represented
before consultation, prohibits entry of identifiable information
into unapproved systems, and routes high-risk unresolved
claims to accountable human experts. The same logic can sup-
port law, engineering, management, and teacher education.

7. Curriculum Architecture

7.1. A Progression From Worked Validation to
Independent Judgment

TRACE-AI should be taught as a progression rather than a
one-off checklist. In an introductory phase, the instructor
models each stage using a short case, supplies approved
sources or tests, and makes the risk gate explicit. In guided
practice, students work with partially completed templates and
compare verification decisions. In independent practice,
prompts fade, cases become ambiguous, and learners choose
evidence. In transfer, students encounter a new domain or for-
mat and complete the task without Al assistance. Scaffolding
should fade only when process evidence, not self-reported
confidence, shows readiness.

7.2. A Feasible Learning Sequence

A 100-minute seminar or laboratory can introduce the full
cycle: orientation and risk rules (10 minutes), Translate and
unaided Represent (15 minutes), Audit (15 minutes), Corrob-
orate (25 minutes), Estimate and Act (10 minutes), peer com-
parison and instructor debrief (20 minutes), and Internalize re-
flection (5 minutes). A related unaided transfer task can follow
7-14 days later. In resource-constrained settings, the Al output
may be generated and printed by the instructor; students can
still audit, corroborate, and calibrate without individual paid
accounts or continuous connectivity.

7.3. Designing a Balanced Case Bank

Cases should vary along five dimensions: output accuracy,
error subtlety, task stakes, information completeness, and
learner expertise. Error types may include false facts, invalid
inference, omitted constraints, outdated evidence, fabricated
citations, insecure code, biased framing, or locally inapplica-
ble advice. Correct outputs must also appear so that ac-
ceptance can be learned and underreliance measured. Model
outputs should be captured close to teaching time because sys-
tems change. Where comparability matters, faculty can use
frozen outputs rather than live generation.

8. Assessment Architecture

A final answer score cannot reveal how the student arrived
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there. TRACE-AI assessment therefore separates product,
process, reliance, calibration, and transfer. A learner can reach

the correct answer by unsafe copying, or reach an imperfect

Construct

Task translation

Problem representa-
tion

Audit quality

Corroboration qual-

ity

Appropriate reliance
Confidence calibra-

tion

Risk-proportionate
action

Unaided transfer

Implementation

Table 4. TRACE-AI assessment blueprint.

Observable indicator

Accuracy of purpose, audience, stakes, and success criteria
Completeness of data, relationships, assumptions, constraints,
and unaided baseline

Identification and prioritisation of claims, reasoning steps, code
paths, sources, and omissions

Independence, authority, relevance, currency, test coverage, and
interpretation

Acceptance of supported output plus rejection/revision/escalation
of unsupported output

Alignment between confidence and accuracy; evidence-based ex-
planation of change

Fit between stakes, residual uncertainty, safeguards, and chosen
action

Performance on a related delayed task without GenAl

Time, workload, fidelity, access, accessibility, privacy, and stu-
dent experience

answer after a defensible response to genuinely ambiguous ev-
idence. Both require feedback, but not the same feedback.

Interpretive value

Underestimating consequence or solving the
wrong problem

Anchoring and missing-context errors

Superficial error spotting

Ceremonial checking or circular verification

Overreliance and underreliance

High-confidence error or unnecessary defer-
ence

Using an answer beyond its verified scope

Assisted performance mistaken for learning

An effective design that cannot be equitably
sustained

mathematics course, representation and mathematical corrob-
oration may dominate. In secure programming, test coverage
and risk action may carry greater weight. In a high-stakes pro-
fessional case, escalation and contextual fit are non-negotiable.

A concise analytic rubric can score each core process from
0 to 3: absent or unsafe; emerging but incomplete; competent
and justified; or advanced, independent, and proportionate.
Weighting should reflect the curriculum. In an introductory

Table 5. Completed TRACE-AI verification record and 0-3 process-rubric example.

S 0-
Process stage Completed evidence from a conditional-probability case 3)c ore (
Instructional answer used for learning; an error is reversible but can reinforce a misconception, so the case
Translate . . 3
is moderate risk.
Represent Assume 10,000 people, prevalence 1% (100 people), sensitivity 90%, and specificity 95%; estimate P (con- 3
P dition | positive).
Audit The Al reports 0.80 by treating sensitivity as the posterior probability and omits both the base rate and false 3
positives.
Corroborate Natural-frequency check: 90 true positives and 495 false positives; posterior = 90/(90 + 495) = 0.154. 3
. The 0.80 claim is contradicted; the corrected value is about 0.154. Confidence is high for the stated rates,
Estimate S 3
but applicability is limited to them.
Act Reject 0.80, revise the explanation, and avoid any inference beyond the given rates. 3
. The student explains the base-rate effect and solves an immediate related item unaided; delayed transfer is
Internalize 2

not yet demonstrated.
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Process stage Completed evidence from a conditional-probability case §)c ore (0-
Illustrative . . .
total 20/21: competent-to-advanced process evidence, with delayed transfer requiring follow-up. 20/21

This worked record is moderate risk because it is a reversi-
ble classroom exercise. The same numerical claim used for
patient care would be high risk and could not be acted on with-
out current clinical guidance and accountable professional re-
view. Scores are illustrative and should be moderated against
local descriptors.

Appropriate reliance requires exposure to both reliable and
unreliable advice. Overreliance can be operationalised as ac-
cepting or acting on a consequentially incorrect Al claim, par-
ticularly when the learner's initial answer was correct or unde-
cided. Underreliance is rejecting useful, adequately supported
advice without a defensible reason. Confidence calibration
can be assessed by comparing repeated confidence judgments
with correctness, using calibration curves or Brier scores for
suitable binary decisions. Transfer should be delayed and un-
aided; otherwise the design measures supported performance
rather than retained capability.

9. Research Agenda, Implementation,
and Discussion

TRACE-AI is intended to generate testable research rather
than close debate. Six propositions follow from its mecha-
nisms:

Proposition 1 — Process effect: Compared with unguided
GenAl use, TRACE-AI will improve appropriate reliance and
verification quality even when immediate final-answer scores
are similar.

Proposition 2 — Representation effect: Requiring an un-
aided problem representation before Al exposure will reduce
anchoring and harmful answer switching, particularly among
learners with adequate prior knowledge.

Proposition 3 — Mediation: The effect of TRACE-AI on
appropriate reliance will be mediated by the quality and inde-
pendence of corroboration rather than by prompt sophistica-
tion alone.

Proposition 4 — Risk sensitivity: TRACE-AI will improve
the alignment between verification effort and task stakes; its
advantage over unguided use will be largest for consequential,
ambiguous tasks.

Proposition 5 — Transfer: Guided verification followed by
fading and unaided practice will produce stronger delayed
transfer than unrestricted Al assistance, even when unre-
stricted assistance yields higher immediate performance.

Proposition 6 — Moderation and equity: Prior domain
knowledge, epistemic beliefs, access, language, and instructor
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support will moderate outcomes; simplified templates and of-
fline cases will reduce, but not eliminate, inequities.

9.1. Comparative and Randomized Designs

A rigorous initial test could compare three conditions: con-
ventional problem- or case-based learning without GenAl; un-
guided GenAl-assisted learning; and TRACE-Al-guided
learning. Randomization may occur at student, tutorial-group,
or class level, with contamination considered. Outputs should
be frozen or logged, assessors blinded where feasible, and
tasks counterbalanced for Al correctness and error subtlety.
Primary outcomes should be prespecified. Appropriate reli-
ance, verification quality, and delayed unaided transfer are
stronger primary candidates than satisfaction or immediate
completion time.

Process data can reveal mechanism. Student representations,
prompts, audit annotations, verification records, confidence
changes, action decisions, and transfer responses can be ana-
lysed with validated rubrics. Think-aloud or interview studies
may refine stage definitions before large trials. Multigroup
measurement work is needed to establish whether assessment
rubrics function similarly across disciplines, languages, and
levels of expertise. Longitudinal studies should examine
whether the explicit cycle becomes an internalised habit or re-
mains a burdensome classroom ritual.

9.2. Minimum Reporting Standards

Studies should report the Al product, displayed model or
version, access dates, retrieval capability, prompt and system
constraints where known, source availability, case construc-
tion, planted error types, risk classification, instructor role,
and permitted verification tools. They should distinguish live
from frozen outputs and disclose whether students could con-
sult additional models. Because commercial systems change,
the intervention should be defined by educational functions
and artefacts, not only by a product name.

9.3. Faculty Capability and Workload

Faculty must be able to identify pivotal claims, pretest cases,
specify evidence standards, facilitate uncertainty, and give
process feedback. Development is best shared across mathe-
matics educators, computer science educators, subject special-
ists, librarians, and educational technologists. A reusable case
bank, common rubric, and moderation examples can reduce
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workload. Risk-management research in computing education
similarly indicates that institutions must actively manage
overreliance, bias, and skill loss while using GenAl's strengths
[10]. Safe integration requires assessment redesign and staff
development, not only access to a tool.

9.4. Access and Linguistic Equity

Requiring individual subscriptions or continuous broad-
band can reproduce existing inequalities. TRACE-AI can op-
erate with instructor-provided outputs, shared devices, open-
source or institutionally approved systems, and offline evi-
dence packs. Cases should include multilingual and culturally
situated contexts without assuming that the model's dominant-
language response is universally appropriate. Accessibility
also requires screen-reader-compatible templates, adequate
time, alternative response formats, and explicit teaching of
source navigation.

9.5. Privacy, Security, Intellectual Property, and
Disclosure

Students must not enter identifiable patient, client, student,
proprietary, or security-sensitive data into unapproved sys-
tems. Case materials should use fictional or appropriately de-
identified data. Course policy should address data retention,
intellectual property, authorship, disclosure, and prohibited
uses in line with human-centred guidance for GenAl in edu-
cation and research [31]. Verification records should docu-
ment Al involvement without implying that disclosure alone
makes use safe. In programming and cybersecurity tasks, past-
ing confidential code, credentials, or exploit details into public
systems may itself constitute the principal risk.

9.6. Discussion

TRACE-AI reframes GenAl literacy as a problem of war-
ranted reliance. Its central claim is that educational value does
not come from prompting alone, nor from rejecting Al, but
from making the learner's reasoning, tests, uncertainty, and ac-
tion visible. The framework's transdisciplinary design is pos-
sible because mathematics and computer science share im-
portant epistemic practices: representation, decomposition,
logical coherence, boundary testing, error diagnosis, and iter-
ation. Professional education adds the necessary discipline of
consequence, context, and accountable escalation.

The framework differs from broad Al-literacy models in
granularity and purpose. It is not a complete account of what
citizens should know about Al systems, data, ethics, power, or
social impact. It is a workflow for a specific recurring event:
a learner must judge whether an Al-generated claim or artefact
is fit for a stated use. It differs from a fact-checking checklist
by requiring an unaided representation, distinguishing internal
audit from independent corroboration, scaling action to risk,
and testing subsequent performance without assistance.
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TRACE-AI also clarifies why awareness surveys are insuf-
ficient. Students can endorse the statement that Al is fallible
while still accepting an invalid proof, insecure code, fabri-
cated source, or unsafe recommendation. The framework
makes these failures observable and teachable. It also allows
appropriate acceptance to count as success. If an output sur-
vives proportionate testing and is suitable for the context, re-
jecting it merely because it came from Al is not critical think-
ing; it is miscalibrated distrust.

9.7. Limitations

Several limitations are important. First, TRACE-AI is con-
ceptually derived and has not yet demonstrated effectiveness,
feasibility, reliability, or cross-cultural validity. Second, seven
explicit stages may impose cognitive and time costs, espe-
cially for novices or low-stakes tasks. The framework there-
fore requires scaffolding and risk-based compression rather
than mechanical completion. Third, no generic workflow can
substitute for disciplinary knowledge. Learners may not rec-
ognise what to test or how to interpret evidence without suffi-
cient subject expertise. Fourth, the literature informing the
synthesis is rapidly changing and uneven across disciplines;
publication growth may reveal overlapping models or bound-
ary conditions. Fifth, the mnemonic may imply a linearity that
authentic problem solving does not possess. Iteration is ex-
pected, and empirical work should examine actual pathways.

Finally, TRACE-AI does not solve structural questions
about commercial power, environmental cost, labour, surveil-
lance, bias, or institutional governance. Those remain essen-
tial parts of critical Al literacy. The framework contributes a
procedural layer that should be nested within, not substituted
for, a broader human-centred curriculum.

10. Conclusion

Students need to learn more than how to obtain a useful an-
swer from GenAl. They need to decide what problem is being
solved, whether the answer's reasoning and evidence are ade-
quate, how uncertainty interacts with consequence, and when
a human must remain in control. TRACE-AI translates these
requirements into seven teachable actions: Translate, Repre-
sent, Audit, Corroborate, Estimate, Act, and Internalize. Its
value lies in combining mathematical validation, computa-
tional testing, epistemic vigilance, self-regulation, and risk-
aware judgment without erasing disciplinary standards.

The framework is intentionally testable. Its next step is not
rhetorical adoption but careful co-design and comparative eval-
uation across mathematics, computer science, cybersecurity,
teacher education, and professional programmes. Until such ev-
idence exists, TRACE-AI should be presented as a promising
curriculum architecture rather than a proven intervention. The
enduring educational goal is calibrated human judgment: trust
Al output only to the extent that independent evidence, contex-
tual fitness, and the stakes of action warrant it.
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