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Abstract 

Depression is a significant global health issue with a notably higher prevalence in women. However, many predictive models 

using artificial intelligence (AI) overlook gender-specific symptom patterns, limiting their sensitivity and effectiveness for 

female populations. This study addresses this gap by developing and evaluating a multimodal, gender-specific deep learning 

framework designed to predict depression exclusively in women. Leveraging the female subset of the Distress Analysis Interview 

Corpus (DAIC-WOZ) dataset, the study utilizes a late-fusion architecture that integrates four distinct data streams: textual 

transcripts, acoustic features, visual facial cues, and tabular clinical data (PHQ-8 scores). The model employs specialized neural 

network branches for each modality- a Transformer (DistilBERT) for text, a Bidirectional LSTM (BiLSTM) for audio, a 

Temporal CNN for visual sequences, and a Multi-Layer Perceptron (MLP) for tabular data before concatenating their embeddings 

for a final prediction. The results demonstrate the superior performance of the multimodal approach, achieving an F1-score of 

089 and an ROC-AUC of 0.92, significantly outperforming unimodal baselines. Ablation studies revealed that textual data was 

the most influential modality, with its removal causing a performance degradation of over 15% in the F1-score. Acoustic features 

were identified as the second most critical predictor, underscoring the importance of both linguistic content and vocal prosody. 

Keywords 

Depression, Gender Specific, Healthcare, Prediction Women, Machine Learning, Mental Health Disorder 

 

1. Introduction 

Depression is a complex mental health disorder character-

ized by persistent feelings of sadness, loss of interest, and im-

paired daily functioning. Depression has been proven to af-

fects women at a higher rate compared to men, with several 

studies providing evidence for this gender disparity: The 

DEPRES Study, covering six European countries, found 

marked gender differences in the six-month prevalence rate 

for major depression, with women being more affected than 

men [1]. This gender difference persisted across all age groups. 

Similarly, the Canadian Community Health Survey 1.2 re-

ported a female to male ratio of major depressive disorder 

prevalence of 1.64:1 [2]. AI-based approaches are increas-

ingly being utilized to predict and manage depression, offer-

ing promising opportunities to address the growing global 
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mental health needs [3, 4]. Artificial intelligence (AI) and 

deep Learning (DL) models can be developed to predict mood 

scores for depressed individuals using multimodal data, in-

cluding Ecological Momentary Assessments, lifestyle data 

from wearables, and neurocognitive assessments. These mod-

els can achieve high predictive accuracy, with errors as low as 

6% for some participants [3]. AI technologies like machine 

learning and predictive analytics enable more precise, data-

driven decision-making in healthcare, including mental health 

assessment and treatment planning [4]. Research shows 

women are statistically more prone to depression than men 

due to hormonal, social, and psychological factors [5]. Gen-

der-specific risk factors for depression in women encompass 

biological factors such as, hormonal fluctuations associated 

with the reproductive lifecycle, such as during pregnancy, 

postpartum, and menopause [6]. Genetic susceptibility and 

neurochemical differences also play a role [7]. Psychological 

factors such as tendency towards ruminative coping strategies 

and increased sensitivity to relationship issues [8]. Women are 

also more likely to experience anxiety and atypical depression 

symptoms, and social factors such as gender-specific societal 

roles, socioeconomic disparities, and higher rates of physical 

and sexual abuse [9]. 

World Health Organisation (WHO) highlights how im-

portant mental health is to overall wellbeing and acknowl-

edges that it is a basic human right that ranges from extreme 

suffering to optimal well-being [10]. Globally, anxiety and 

sadness are common, and suicide is a major cause of death, 

especially among young people. Furthermore, serious mental 

health issues frequently result in avoidable physical disorders 

that cause premature death. Global mental health systems nev-

ertheless confront significant information, research, govern-

ance, resource, and treatment shortages and disparities in spite 

of these obstacles. This study addressed these problems by 

conducting a literature evaluation in accordance with Okoli's 

organized eight-step strategy [11], guaranteeing scientific ri-

gor all along the way. A comprehensive psychiatric interview 

is necessary to diagnose mental health disorders; this inter-

view typically covers the suspected symptoms, psychiatric 

history, and physical testing. Psychiatric symptoms can also 

be identified with the use of psychological examinations and 

evaluation instruments [12]. Depression disproportionately 

affects women, with biological, psychological, and sociocul-

tural factors contributing to its higher prevalence. Traditional 

diagnostic methods are often limited by subjectivity, delayed 

recognition, and underreporting. Machine learning (ML) pre-

sents a promising avenue for improving early detection, per-

sonalized risk assessment, and intervention strategies for de-

pression in women. 

Depression symptoms in women can be captured through 

various data types (e.g., survey scores, text, social media 

posts). Predictive analytics processes this data using CNN 

models that learn patterns associated with depressive states. 

These models help in detecting depression early, allowing for 

informed clinical decisions or interventions. The empirical 

framework evaluates prior studies that applied machine learn-

ing and deep learning techniques for predicting or managing 

mental health conditions. The studies vary in scope, popula-

tion, methods, and application domains but share a common 

goal: improving mental health prediction and intervention us-

ing data-driven models. Predicting emergency department re-

visits among children aged 4–17 using Graph Neural Net-

works and Recurrent Neural Networks [6]. It recorded an im-

proved recall and prediction performance, although they 

lacked comprehensive demographic data like gender. Employ-

ing decision trees to assess emotional health in elementary 

school children using the SEHS-S questionnaire and K-Fold 

cross-validation [13]. It was noted that there was a limited 

availability of mental health tools in local settings. Supervised 

learning model for early depression detection from textual 

data, however lacked related understanding by ignoring sen-

tence and paragraph structures [14]. A hybrid long short-term 

memory (LSTM) and a traditional Machine learning (ML) 

model to predict depression in older adults using longitudinal 

health data was effective, but faced the challenge of being lim-

ited to generalizability and backdated scope [15]. 

Investigating depression detection using social media data 

and Machine learning classifiers, ethical concerns around pri-

vacy and generalizability were raised [16, 17]. Recent studies 

have further diversified the empirical landscape of machine 

learning and deep learning applications in mental health pre-

diction. (Mashhadi & Osei-Bonsu, 2023) explored speech 

emotion recognition by comparing convolutional neural net-

works (CNN) and random forest (RF) models on combined 

public emotion datasets. Although their RF model achieved a 

moderate accuracy of 69%, the research emphasized the un-

tapped potential of robust audio features, yet left questions 

about real-world applicability unresolved [18]. Integrating a 

hybrid SVM and Naïve Bayes classifier for early detection of 

depression from Twitter posts, the hybrid model improved 

performance over single models, but the limited sample size 

(111 users) raises concerns about its scalability to other plat-

forms [19]. Leveraging transfer learning using AlexNet for 

text and audio feature extraction, combined with a CNN-TL, 

IBi-LSTM, and attention mechanism. The multimodal archi-

tecture surpassed other deep learning baselines, demonstrating 

high accuracy. However, they called for more transparent in-

terpretability, especially for clinical adoption. Similarly focus-

ing on speech. Targeted depression detection among Bahasa 

Malaysia female speakers using an attention-based CNN-

RNN hybrid (AttCRNN) achieved 91% accuracy, underscor-

ing the effectiveness of combining different speech types but 

leaving feature interpretability open for further investigation 

[20]. 

This study focuses on the relationships between these fac-

tors, predictive analytics, and the application of deep learning 

(DL) primarily through Convolutional Neural Networks 

(CNNs) as the chosen methodological tool. The framework 

identifies the interplay between depression as a psychological 

and physiological condition, the gender-specific factors that 
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influence its presentation and progression, and the technolog-

ical methodologies employed to analyze and predict its occur-

rence. Predictive analytics helps identify individuals at risk of 

depression early enough for timely intervention [21]. The aim 

is to shift mental healthcare from a reactive to aproactive 

model—detecting and addressing issues before they escalate. 

In depression research, especially when focused on women, 

predictive analytics is instrumental in recognizing subtle pat-

terns that may precede clinically diagnosable episodes, which 

may include changes in sleep patterns, heart rate variability, 

shifts in mood reported via digital diaries, or even sentiment 

expressed on social media platforms. When these diverse data 

inputs are processed using predictive models, it becomes pos-

sible to issue early warnings, personalize care plans, and de-

ploy interventions more efficiently. 

2. Methods 

 
Figure 1. Multimodal Depression Classification Model. 

The development of a predictive analytics model for de-

pression in women using deep learning uses Late-Fusion Mul-

timodal Neural Network combining 4 branches of specialized 

models for each type of input. These models include Trans-

former for text, Recurrent Neural Network (LSTM) for audio, 

Convolutional Neural Network (1D CNN) for visual se-

quences, Dense layers for tabular features. In short, the study 

utilizes a multimodal deep neural network with Transformer + 

CNN + RNN + MLP fusion. This choice was motivated by the 

need to adapt flexibly to the evolving nature of the data and 

modeling process, particularly due to the complexity of com-

bining multimodal inputs—images, textual survey responses, 

and structured clinical data. The methodology combined tra-

ditional CRISP-DM stages with a lightweight deep learning 

pipeline that facilitated rapid prototyping, performance bench-

marking, and validation across multiple neural architectures. 

This hybrid approach allowed for both theoretical rigor and 

practical implementation. 

2.1. Datasets Acquisition 

Data acquisition is a critical step in building any data-driven 

predictive model, as the quality and structure of the input data 

determines the overall performance and reliability of the sys-

tem. For this study, the chosen dataset is the DAIC-WOZ (Dis-

tress Analysis Interview Corpus – Wizard of Oz) dataset, 

which forms part of the larger Depression AVEC 2017 chal-

lenge corpus. This dataset is specifically designed for auto-

mated depression detection using multiple modalities, includ-

ing text, audio, visual, and structured data. Its multimodal na-

ture makes it suitable for training deep learning models capa-

ble of capturing complex behavioral and linguistic patterns as-

sociated with depression. The dataset consists of recorded in-

terviews with participants, where responses were collected in 

text transcripts, acoustic feature representations, visual behav-

ioral markers, and structured meta-information such as PHQ-

8 depression scores. The following subsections outline the 

source of the dataset, the preprocessing and feature extraction 

techniques applied, and the data splitting strategy employed 

for training, validation, and testing of the predictive model. 

2.2. Feature Extraction 

Textual Data (XXX_TRANSCRIPT.csv): Transcripts were 

cleaned by removing timestamps and non-verbal filler tokens. 

All participant utterances were concatenated into a single text 

block and then tokenized using a DistilBERT tokenizer to cre-

ate contextual word embeddings. 

Audio Data (XXX_COVAREP.csv): Pre-extracted CO-

VAREP audio features were used. To handle variable lengths, 

sequences were padded or truncated to a uniform length. Fea-

tures were normalized to ensure consistent scaling across all 
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participants. 

Visual Data (XXX_CLNF_AUs.csv): Visual features were 

derived from OpenFace Action Unit (AU) outputs. To convert 

the time-series data into a fixed-size feature vector, summary 

statistics (mean, standard deviation, max, and 25th percentile) 

were calculated for each AU intensity column across all 

frames. This resulted in a fixed-size vector summarizing the 

participant's facial expressions over the interview. 

Tabular Data (train_split_Depression_AVEC2017.csv): 

PHQ-8 scores and demographic data were normalized. Cate-

gorical features like gender were one-hot encoded. The dataset 

was then divided into 70% training, 15% validation, and 15% 

testing using stratified sampling to preserve label distribution. 

Speaker independence was enforced to avoid data leakage. 

The model development process focused on designing and 

implementing a multimodal deep learning framework capable 

of predicting depression levels in women based on audio, vis-

ual, textual, and tabular inputs. The architecture was con-

structed using a late fusion strategy, where features from dif-

ferent modalities are processed independently through spe-

cialized branches and later combined at the fusion layer for 

classification. This design ensures that modality-specific rep-

resentations are fully captured before integration. 

The following hyperparameters were used during training, 

Learning Rate (2e-5 for DistilBERT, 1e-3 for other branches 

and fusion layers), Dropout Rate (0.3 for individual branches, 

0.5 in the fusion layer), Batch Size of 16. 

Table 1. Hyperparameter Summary. 

Parameter Value 

Learning Rate 2e-5(Text), 1e-3 

Droupout 0.3-0.5 

Batch size 16 

Optimizer Adamw 

Epochs 15 

3. Results 

Training was performed on Google Colab using. Model 

checkpoints were saved in Google Drive after each epoch. The 

system leveraged early stopping to avoid overfitting and used 

a stratified validation set for model selection. Logging was 

done using Matplotlib for training/validation loss and accu-

racy curves. 

The implementation was carried out in Python 3.10 using 

PyTorch for deep learning model construction, Transformers 

(Hugging Face) for DistilBERT integration, scikit-learn for 

splitting and evaluation metrics, Pandas & NumPy for data 

handling, Matplotlib & Seaborn for visualization. The system 

was organized into directories /data/ (raw and processed), 

/models/ (checkpoints), /results/ (evaluation outputs). 

The evaluation phase focused on determining the effective-

ness of the multimodal depression prediction model and com-

paring its performance against baseline models and ablation 

experiments. We adopted a comprehensive evaluation strategy 

using both classification metrics and graphical analyses to en-

sure the reliability and robustness of the model. To evaluate 

the predictive capability of the system, we applied the trained 

model on the test set, which had been held out during training 

and validation to guarantee unbiased performance estimation. 

We measured the ability of the model to correctly classify par-

ticipants as depressed or not depressed using several well-es-

tablished metrics, including Accuracy, Precision, Recall, F1-

score, and ROC-AUC (Receiver Operating Characteristic – 

Area Under the Curve). The choice of these metrics was mo-

tivated by the nature of the problem. Since depression predic-

tion often involves an imbalanced dataset, where the number 

of non-depressed participants significantly exceeds that of de-

pressed participants, accuracy alone does not provide a suffi-

cient measure of performance. Therefore, we prioritized Pre-

cision, Recall, and F1-score, as they give deeper insights into 

the model’s behavior on minority classes. The ROC-AUC 

metric was also considered essential because it illustrates the 

trade-off between sensitivity and specificity across different 

classification thresholds. 

Accuracy was calculated to determine the proportion of cor-

rect predictions out of the total predictions. Precision was used 

to assess how many participants predicted as depressed were 

truly depressed, while Recall quantified how many actual de-

pressed participants were successfully identified. The F1-

score, which is the harmonic mean of Precision and Recall, 

was emphasized as the most reliable metric due to the data 

imbalance. Lastly, ROC-AUC provided a threshold-independ-

ent evaluation, which is useful for understanding the classi-

fier’s discriminative ability. 

 
Figure 2. Confusion Matrix of the Multimodal Model on the Test Set. 
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To complement the numerical metrics, we generated graph-

ical representations of the model’s performance. The Confu-

sion Matrix, Figure 2 provided an immediate view of misclas-

sification patterns, while the ROC Curve, Figure 3 illustrated 

the trade-off between the True Positive Rate and False Posi-

tive Rate at different thresholds. In addition, we plotted the 

Precision-Recall Curve, which is particularly informative for 

imbalanced datasets. The curve revealed that the multimodal 

system maintained high precision even as recall increased, in-

dicating strong robustness against false positives. 

 
Figure 3. ROC Curve for Multimodal Model and Precision-Recall Curve for the Multimodal Model. 

The performance of the multimodal model with baseline 

models and ablation experiments wascompared to assess the 

contribution of each modality. Baseline models such as Lo-

gistic Regression on tabular data performed significantly 

worse, particularly in terms of recall and F1-score, confirming 

the need for deep multimodal fusion. 

Ablation results revealed that removing textual features led 

to the largest drop in performance, followed by audio features. 

This indicates that language and vocal characteristics are the 

strongest predictors of depressive tendencies in this dataset, 

while visual and tabular cues provide supplementary but val-

uable information. 

The evaluation results validate the effectiveness of the pro-

posed multimodal approach. By leveraging multiple data 

sources, the model achieved superior discriminative perfor-

mance compared to unimodal and baseline methods. This 

finding reinforces the hypothesis that combining textual, 

acoustic, visual, and demographic information leads to more 

accurate and robust depression detection systems. However, it 

is important to acknowledge potential limitations. While the 

ROC-AUC and F1-score were strong, the model still exhibited 

occasional misclassification of borderline cases, likely due to 

overlapping feature patterns between mild depressive symp-

toms and neutral states. This challenge highlights the need for 

future improvements, such as incorporating more context-

aware temporal models and attention mechanisms. 

The findings were analyzed both quantitatively and qualita-

tively to demonstrate the model’s performance, its advantages 

over unimodal and baseline approaches, and the implications 

of the outcomes for real-world applications. 

The multimodal deep learning model successfully pro-

cessed textual, audio, visual, and tabular inputs, combining 

them through a late fusion architecture. After training and 

evaluating the model on the test set, the following results were 

obtained: 

Table 2. Performance Evaluation. 

Evaluation Metric Value 

Accuracy 88.5% 

F1-score 0.89 

ROC-AUC 0.92 

When we examined the results from ablation studies, the ab-

sence of the textual modality caused the most significant perfor-

mance degradation, reducing the F1-score by over 15%. This 

finding emphasizes the critical role of linguistic patterns in iden-

tifying depressive symptoms. The audio modality ranked second 

in importance, reflecting how speech prosody and vocal tone pro-

vide strong emotional cues. Visual features contributed positively, 

although their impact was less pronounced compared to text and 

audio. Tabular features alone were insufficient for strong predic-

tive performance but offered incremental benefits when com-

bined with other modalities. 
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The primary objective of this study was to develop a deep 

learning–based system capable of predicting depression sever-

ity in women using a combination of text, audio, visual, and 

tabular data. The results confirm that this objective was suc-

cessfully achieved. The multimodal architecture delivered su-

perior performance compared to unimodal and baseline meth-

ods, validating the hypothesis that integrating multiple modal-

ities provides richer feature representations and leads to im-

proved classification accuracy. 

Additionally, the implementation demonstrated the practi-

cality of using publicly available datasets and open-source 

frameworks to build clinically relevant tools. Although the 

system is intended for research purposes and not as a diagnos-

tic solution, the experimental outcomes suggest that such 

models could assist mental health professionals by providing 

early indications of depressive symptoms. 

4. Conclusion 

Multimodal deep learning approach is a highly effective 

method for predicting depression in women from behavioral 

data. The integration of diverse data streams allows the model 

to capture a holistic and nuanced picture of an individual's 

mental state, leading to more accurate and reliable predictions 

than is possible with unimodal approaches. This research 

makes several key contributions to the growing field of mental 

health informatics and predictive analytics. Primarily, it ad-

dresses a well-documented gap in the literature by presenting 

an end-to-end implementation of a predictive model for de-

pression tailored specifically to women. By focusing on a sin-

gle gender, this study provides a framework for creating more 

sensitive and specific models that account for known gender 

disparities in symptom presentation. Furthermore, the study 

provides valuable empirical evidence on the relative im-

portance of different behavioral modalities in this context. The 

ablation studies conclusively demonstrate that linguistic con-

tent serves as the most powerful predictor, followed closely by 

vocal prosody, with visual and tabular data providing supple-

mentary value. This finding helps prioritize feature engineer-

ing and data collection efforts for future research. Finally, 

from a methodological standpoint, this work offers a practical 

and effective late-fusion deep learning architecture (Trans-

former + BiLSTM + Temporal CNN + MLP) that is specifi-

cally tailored to the complex, multimodal nature of the DAIC-

WOZ dataset, serving as a robust baseline for future studies 

using similar data. 

While this study provides a solid foundation, its findings 

also illuminate several promising avenues for further investi-

gation. A critical next step involves training and validating the 

model on larger and more demographically diverse datasets. 

This is essential to enhance its generalizability across different 

cultural backgrounds, languages, and socioeconomic contexts. 

Alongside this, exploring more sophisticated architectures, 

particularly those incorporating attention mechanisms, could 

not only improve predictive accuracy but also offer deeper, 

more interpretable insights into which specific features within 

each modality are most indicative of depression. 

Beyond enhancing the model itself, future work should also 

focus on its application. Applying this framework to longitu-

dinal data would be a significant advancement, potentially 

shifting the paradigm from static classification to the dynamic 

monitoring of mental health over time, which could be instru-

mental in predicting the onset of depressive episodes. Ulti-

mately, the most crucial future direction is the pursuit of real-

world clinical validation. This would involve a formal clinical 

trial to rigorously assess the model's utility, safety, and effec-

tiveness in a live healthcare setting, which is the final and most 

important step in translating this research into a tool that can 

tangibly benefit patient care. 
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